
Abstract

Understanding and following musical improvisations with a
computer requires methods different from those needed when
following score-based musical performances. This paper 
discusses questions related to interactive music systems for
the recognition and accompaniment of tonal improvisations.
This includes discussion about rhythmic parsing and har-
monic analysis with a recursive Bayesian classifier. Finally,
a real-time MIDI system for identifying and following tonal
improvisations is described.

Introduction

In many musical genres, such as jazz, blues, and rock, impro-
visations are mainly based on the underlying harmonic struc-
ture. Listeners who are acquainted with the genre can often
identify the underlying harmonic structure and thus the com-
position even on the basis of an improvisation. This is, in fact,
one of the basic skills of a jazz musician. The present paper
presents a set of methods for simulating this process with a
computer. Furthermore, a real-time system that implements
these methods is described.

Computer systems that attempt to follow score-based
musical performances are frequently referred to as “score
followers”. These systems rely on algorithms that attempt to
deduce the current position by matching the incoming infor-
mation to the score. In order to be robust, these algorithms
must be capable of dealing with missing, extraneous, and
erroneous events that are present in every musical perfor-
mance. Score following systems have been developed by
Dannenberg (1984), Vercoe and Puckette (1985), Puckette
and Lippe (1992), Baird, Blevins, and Zahler (1993), and
Vantomme (1995).

When it comes to identifying and following musical
improvisations instead of score-based performances, it is
obvious that the algorithms used in score followers fail to
work. This is because improvisation, by its very nature,1 is
created spontaneously and thus is, at least to certain extent,
undefined a priori. Other methods are therefore necessary;
which methods work best apparently depends on the style of
the particular improvisation and on the principles it is based
on. In identifying and following improvisations that have a
more or less steady pulse, it seems plausible that the first
stage would involve basic rhythmic parsing. This refers to
identifying and following the basic pulse of the performance.
Because the rhythmic parsing in this case cannot be based on
comparing the input with the score, this stage has to rely on
different kinds of methods.

Improvisation in jazz, blues, rock, and various ethnic
styles of music is mainly based on the harmonic structure of
the piece. Very often during the course of improvisation 
the harmonic structure is repeated several times; each of 
these repetitions is called a chorus. This kind of improvisa-
tion is frequently referred to as tonal improvisation. In tonal
improvisations, the tones of the underlying chords serve as
reference points in the melodies in the sense that they are
used more frequently than the others (see Järvinen, 1995;
1997). Furthermore, the distribution of tones depends on 
the metrical position (Järvinen & Toiviainen, 2000). 
Consequently, although we do not have any a priori knowl-
edge in the strict sense about what the musician is going 
to play when improvising, we do have some knowledge 
in the statistical sense. This knowledge can be used with 
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1 Horsley (1980, 31) defines improvisation as “[t]he creation of a
musical work – as it is being performed”.
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probabilistic reasoning methods to identify and follow tonal
improvisations.

This paper discusses questions related to real-time identi-
fication and accompaniment of tonal improvisations. The dis-
cussion is divided into three parts. The first part deals with
rhythmic parsing. The processes of tempo tracking and beat
induction are discussed separately. The second part is about
probabilistic recognition of improvisations. Finally, the Intel-
ligent Jazz Accompanist, a real-time MIDI system for iden-
tifying and following tonal improvisations, is described. This
system listens to tonal improvisations, identifies the piece
and location, and joins in with the accompaniment of the
piece in synchrony with the performer.

Rhythmic parsing

In the following discussion, the process of rhythmic parsing
is divided into two sub-processes: beat induction and tempo
tracking. In what follows, these two processes are discussed
separately. It must be noted, however, that these stages do not
necessarily have a sequential relation but rather take place 
in a parallel and concurrent fashion. Tempo tracking is 
discussed first, because some concepts introduced there are
necessary for the understanding of the discussion about 
beat induction.

Tempo tracking

Tempo tracking refers to the process of identifying and pre-
dicting the location and duration of beats in a musical 
performance. While this is an inherent ability of humans,
simulating it with a computer is a challenging task. One
source of difficulty is the rhythmic complexity of music. In
other words, every musical performance contains a range of
different duration values and possibly syncopation. Conse-
quently, the periodic components of music that evoke the beat
percept are not strictly periodic: there are always extraneous
and missing events. Therefore, it can be stated that music is
periodic only in the statistical sense. Another source of dif-
ficulty is that music is never performed with accurate timing.
In other words, there are temporal deviations present in every
musical performance. For instance, musicians use ritardandi
and accelerandi to express their musical ideas. Furthermore,
even with a constant tempo the timing of performers is inac-
curate with respect to the ideal durations of the tones. Given
these facts, it is obvious that an ideal tempo tracking system
should be able to tolerate temporal deviations of both short
and long term. The former refers to permanent tempo
changes, while the latter refers to random fluctuations around
the ideal timing.

A simple example illustrating the difficulties of tempo
tracking in musical performances is shown in Figure 1. A
series of alternating dotted eighth notes and sixteenth notes
is played with an initial tempo of 120 BPM. After one second,
the tempo is decreased according to the curve on the upper

graph. This yields the sequence of tone onsets depicted in the
lower graph. The first four beats of the sequence, that is, the
onsets of the first four dotted eighth notes, are located at 0,
500, 1000, and 1503 milliseconds. Therefore, one would
expect the fifth beat to occur slightly after 2000 milliseconds.
Because of the relatively quick tempo decrease between 1500
and 2000 milliseconds, the last sixteenth note is located
closer to the expected fifth beat than the last dotted eighth
note. Consequently, at this instant it is ambiguous whether
the tempo increased so that the fifth beat is located at 1953
milliseconds or decreased so that the fifth beat is located at
2128 milliseconds.

Models for tempo tracking have been proposed by 
Desain and Honing (1989), Allen and Dannenberg (1990),
Rosenthal (1992), Rowe (1993), Large and Kolen (1994),
Scheirer (1998), and Goto (1999). Desain and Honing (1989)
use a connectionist system based on iterative relaxation 
for the quantization of musical time. Because of the continu-
ous nature their system, it can inherently deal with tempo
changes. Allen and Dannenberg (1990) use a method based
on control theory. Their system keeps track of many alterna-
tive interpretations of the beat. To avoid an exponential
growth of alternatives, the least promising ones are continu-
ally discarded. Rosenthal (1992) uses a Minskian method
with a number of agents to find the rhythmic parsing. Rowe
(1993) uses a connectionist listening network that maintains
over one hundred theories of possible beat periods. Each
theory has its own expectations regarding the onset time of
the next event. Melodic and harmonic analysis is also 
used to help the beat tracking process. Scheirer (1998) uses
a small number of bandpass filters and banks of comb 
filters to analyze the tempo of musical signals. The 
models of Desain and Honing (1989) and Rosenthal (1992)
are noncausal, that is, process the data all-at-once, and 
thus do not provide a process model of the perception of
rhythm.

Large and Kolen (1994) introduce an adaptive oscillator
that adjusts its phase and period so as to become and remain
both phase- and frequency-locked to periodic components in
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Fig. 1. A simple example that illustrates the difficulties of tempo
tracking. See text for details.



Real-time recognition of improvisations 3

the stream of tone onsets. The main principles of adaptation
are as follows. First, the oscillator adapts only to tone onsets
that occur within the peak of its output, that is, when it
expects an onset to occur. Second, if it finds it is late with
respect to such onsets, it speeds up, and vice versa.

A serious challenge for beat tracking algorithms is posed
by way of complex rhythmic patterns such as trills, glissandi,
grace notes and other ornaments. One possible solution for
dealing with such complex patterns is to take the durational
accent of tones into account. It is known that tones of long
duration are perceptually more salient and thus are greater
contributors to the perception of rhythm than those of short
duration (see, e.g., Parncutt, 1994). Furthermore, long tones
are more probably perceived to lie on the beat than are short
ones.

A beat tracking algorithm that takes durational accent of
tones into account is presented in Toiviainen (1998). This
algorithm is based on an adaptive oscillator similar to the one
presented by Large and Kolen (1994) but uses a different
adaptation mechanism. More specifically, the adaptation
takes place gradually and a posteriori instead of taking place
abruptly; as a consequence of this, short tones do not give
rise to any significant adaptation. Further, there are two kinds
of adaptation, namely, fast and slow adaptation. This adapta-
tion scheme adequately permits the oscillator to follow even
a rhythmically complex input, such as a melody with trills,
grace notes, and syncopation. A short mathematical descrip-
tion of this mechanism is given below. For more details, see
Toiviainen (1998).

The output of an adaptive oscillator as a function of time
is defined by

(1)

where f denotes the phase and g a gain parameter. By chang-
ing the value of g, the width of the temporal receptive field
of the oscillator can be changed. The field refers to the tem-
poral region within each cycle, where the oscillator expects
an input impulse to occur. To put it simply, it adapts only to
those impulses that occur within its temporal receptive field,
and ignores the others.

Let f
.

denote the phase velocity and f̈ the phase acceler-
ation of the oscillator, that is,

(2)

Phase velocity is proportional to instantaneous tempo. In
what follows, phase velocity is divided into two components,

(3)

The f
.
l component arises from long-term adaptation, whereas

f
.
s arises from short-term adaptation. The exact meaning of

these two terms will be explained below.
Let the tone onsets in the musical performance occur at

times ti, where i = 1, 2, 3, . . . . At each tone onset, the value
of the error function D is calculated according to
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After each ti, the subsequent adaptation is proportional to
D(ti). For instance, when a tone onset occurs before the peak
of the oscillator’s output, and sufficiently close to the peak,
the error function D has a positive value. This again causes
the oscillator to speed up according to the mechanism
described below.

Let t* denote the time of occurrence of the latest tone
onset at any given time, that is,

(5)

and let e(t) denote the increase of phase since the latest tone
onset when no adaptation is present,

(6)

The rate of adaptation is adjusted by a gating function G,
defined by

(7)

The parameter a determines how fast the adaptation takes
place after each tone onset. If a is set to a high value, most
of the adaptation takes place within a small interval of time
after each tone onset, and vice versa.

Long-term adaptation produces permanent changes in the
phase velocity, and is necessary for following changes of
tempo. It is governed by the equation

(8)

where hl denotes the strength of long-term adaptation. The
component f

.
l can be solved from Equation 8, yielding

(9)

where

(10)

As shown in Toiviainen (1998), long-term adaptation
alone is not sufficient for the oscillator to quickly adapt to
timing deviations. Therefore, we introduce short-term adap-
tation, which gives rise to an additional component of phase
velocity, defined by

(11)

Here hs stands for the strength of short-term adaptation.
Combining the expressions for both types of adaptation
yields
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(12)

Figure 2 shows how the oscillator adapts to an excerpt
from a musical performance of the Nocturne in E flat major
by Frédéric Chopin. This excerpt contains an accelerando
followed by a ritardando. In addition, there is a trill in the
beginning of the second measure.

Beat induction

The ability to infer beat and meter from music is one of the
basic activities of musical cognition. It is a rapid process:
after having heard only a short fragment of music we are able
to develop a sense of beat and meter and tap our foot along
with it. Even if the music is rhythmically complex, contain-
ing a range of different time intervals and probably synco-
pation, we are capable of inferring the different periodicities
of it and synchronizing to them. A rhythmical sequence
usually evokes a number of different pulse sensations, each
of which has a different perceptual salience. The listener can
switch the focus of attention from one to another at will
(Jones, Boltz, & Kidd, 1982). Furthermore, for a given piece
of music, the most salient pulse sensation can vary between
listeners. According to experimental literature (Parncutt,
1994; Van Noorden & Moelants, 1999), the range of most
salient pulse sensations lies between 67–150 events per
minute, corresponding to periods of 400–900ms, the great-
est salience being in the vicinity 500–600ms. This period
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˙
f f f

f h e h e
s l s

l l s

t t t

t t G t t

( ) = ( ) + ( )
= *( ) + *( ) ( )( ) + ( )( )( )[ ]1 D G

corresponds roughly to the characteristic oscillation period
of human limbs.

Very often the different pulses perceived in music are hier-
archically organized. More specifically, we perceive periodi-
cities that are integral multiples of the basic pulse (Palmer 
& Krumhansl, 1990). The interaction between these differ-
ent pulse sensations results in a percept of periodically 
alternating strong and weak beats, corresponding to the gen-
erally accepted definition of meter (Lerdahl & Jackendoff,
1983).

The salience of a given pulse sensation, aside from the
corresponding pulse period, depends on the relation between
the pulse and a number of surface and structural properties
within the music. One important factor determining the
salience of pulse sensation may be the frequency of events
that coincide with the pulse (Palmer & Krumhansl, 1990).
Further factors include different kinds of accent in the
musical material. The theory of Lerdahl and Jackendoff
(1983) distinguishes between three kinds of accent con-
tributing to the rhythmic organization of music: phenomenal,
structural, and metrical. They rely, respectively, on sensory,
structural, and schematic sources of evidence. Phenomenal
accents arise from surface properties of the music such 
as pitch, duration, and loudness. For instance, a long tone 
is usually perceived as more accented than a short one. 
Structural accents arise from higher-level musical properties
such as melodic and harmonic movements. For instance,
Dawe, Platt, & Racine (1994) found that especially trained
musicians use harmonic information for deducing the 
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Fig. 2. Adaptation to a musical performance. The panels, from top to bottom, display the note onsets and the output of the oscillator (Equa-
tion 1); phase e (Equation 6); gating function G (Equation 7); long-term adaptation of phase velocity (Equation 9); short-term adaptation of
phase velocity (Equation 11); and total phase velocity (Equation 12). Parameter values a = 10, g = 0.6, hl = 0.3, and hs = 0.2 were used.
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meter. According to the theory of Lerdahl and Jackendoff
(1983), the inference of a metrical structure arises from the
existence of a periodic mental framework or schema. In order
to establish a sense of meter, the listener must infer metrical
accents from the phenomenal and structural accents of
music.

Attempts to model the perception of beat and meter have
relied on a diversity of computational formalisms. In addi-
tion to the approaches referred to in the previous chapter,
these include rule-based systems (Longuet-Higgins & Lee,
1982), statistical approaches (Palmer & Krumhansl, 1990;
Brown, 1993), optimization approaches (Povel & Essens,
1985; Parncutt, 1994), control theory (Dannenberg & Mont-
Reynaud, 1987), and connectionist models (Scarborough,
Miller, & Jones, 1992). Of these approaches, only those of
Longuet-Higgins and Lee (1982) and Dannenberg and Mont-
Renaud (1987) provide causal models, or process models, of
beat induction and are therefore of interest from the point of
view of interactive music systems.

Below, a model of beat induction based on adaptive oscil-
lators is presented. In this model, the different pulse sensa-
tions evoked by the rhythmic sequence are modeled with a
set of competing oscillators that employ the adaptation mech-
anism described in the previous chapter. The initial states of
these oscillators are set so that each oscillator starts to oscil-
late at some tone onset, and its initial period of oscillation is
equal to the interval between that onset and some previous
onset. In principle, all possible combinations of starting
points and periods can be considered. The perceptual salience
of a pulse sensation is modeled by a resonance dynamics
scheme. The main principle of this scheme is that, at each
tone onset, the oscillators that are at the peak of their output
start to increase their resonance up to the next tone onset.
The resonance values of each oscillator are weighted accord-
ing to the phase velocity, or the speed of oscillation: oscilla-
tors having a phase velocity that correspond to the range of
most salient pulse sensations receive the highest weighting.
After a few tone onsets, the oscillator with the highest reso-
nance is sought. This oscillator represents the perceived pulse
of the performance.

Let the tone onsets of the musical performance occur at
ti, i = 0, 1, 2, . . . . Successive tones whose onset times are
sufficiently close to each other are considered to be parts of
the same event. In other words, if ti - ti-1 < d, then the respec-
tive tone onsets are grouped together. In the simulations, the
value d = 50ms has been used. This yields a series of events,
each of which is characterized by its time ti and number of
tones ni.

Each possible pair of pulses is supposed to evoke a pulse
perception, whose salience is measured using a resonance
dynamics scheme. For each possible pair of i and j, where j
> i, an adaptive oscillator Wij is started. The phase and phase
velocity of Wij are defined according to

(13)
f t
f t t t
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In other words, the oscillator is set to be in synchrony with
event j, and its period is set to be equal to the interval between
the two events. Each of the oscillators Wij adapts to the sub-
sequent events according to equation 12.

To measure the salience of the respective pulse sensation,
each oscillator Wij has a state variable called resonance,
denoted by rij. This resonance value is updated at each incom-
ing event. At each event, the amount of increase of rij depends
on four factors:

• The number of tone onsets in the previous event. A high
number should increase the resonance more than a low
number.

• The degree of the oscillator’s synchrony at the time of the
previous event. If, at the previous event, the oscillator’s
phase had a value close to an integer, the resonance value is
increased. The output value of the oscillator, as expressed
in equation 1, provides a measure of this synchrony.

• The phase increase of the oscillator between the current
and the previous event. Oscillators whose phase increase
is close to unity and whose period is thus approximately
equal to the inter-event interval should receive the highest
increase in resonance.

• The phase velocity of the oscillator. Oscillators whose
phase velocities correspond to tempi within the range of
the most salient pulse sensations should receive the highest
increase in resonance.

Mathematically, this resonance dynamics scheme can be
expressed as follows:

(14)

where nk-1 is the number of tone onsets in the previous event,
f(◊) a function that determines how the increase of the reso-
nance depends on the number of tones in the event, oij(tk-1)
the output of oscillator Wij at the previous event, g(◊) a func-
tion that determines how the durational accent of the previ-
ous event depends on the inter-event interval, and w(◊) a
function that determines how the increase of resonance
depends on the speed of the oscillator. The exact form of the
functions f(◊), g(◊), and w(◊) could probably be determined by
fitting the model’s output with psychological data. At present,
however, the functions has been set so that they agree, at least
approximately with psychological results about durational
accent and preferred tempo range (Parncutt, 1994; Van
Noorden & Moelants, 1999). The functions f(◊), g(◊), and w(◊)
have currently the following forms (see Figure 3):
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According to Equations 14–15, the increase of resonance is
proportional to the square root of the number of tone onsets
in the previous event (function f(◊)); the increase is maximal
when the inter-event interval equals the period of the oscil-
lator (function g(◊)); and the increase is maximal when the
oscillator has a phase velocity of 2s-1, which correspond to
a period of 500ms (function w(◊)). Figure 4 shows graphi-
cally an example of initial beat induction by the algorithm
described above.

In the real-time implementation, the beat induction algo-
rithm is applied to the first 6–8 events, after which the oscil-
lator with the highest resonance continues to track the beat.
The phase of this oscillator as a function of time can be
regarded as a mapping from absolute time (expressed in
seconds) to relative time (expressed in number of beats and
fractions thereof elapsed since the beginning of the perfor-
mance). In particular, at each tone onset, the phase of the
oscillator provides the location of the onset in relation to the
beat structure of the performance.

Harmonic analysis with a recursive 
Bayesian classifier

In tonal improvisation, there are statistical regularities in the
use of pitch-classes that depend on the underlying chord
structure. First, for each type of chord there are certain tones
which the improvisers tend to emphasize or use more often
(Järvinen, 1995, 1997). More specifically, the tones of the
underlying chord and its upper structure (9th, 11th, and 13th)
are used more frequently than those not present in the under-
lying chord. Second, at different metrical locations improvis-

ers tend to emphasize different tones (Järvinen & Toiviainen,
2000). For instance, on strong beats the lower tones (1st, 3rd,
and 5th) of the underlying chord are used more frequently than
on weak beats. Consequently, it seems obvious that statistical
information about the use of tones in different metrical posi-
tions can be used to infer the underlying harmonic structure
and thus identify the piece and location.

In what follows, an algorithm for real-time recognition of
tonal improvisations is presented. The algorithm is based on
a Markov chain, whose state probabilities are estimated using
a recursive Bayesian classifier (see, e.g. White 1988). The
input consists of the series of tones played by the improviser,
and the phase of the beat-tracker f(t) (see Equation 12). Each
tone k is represented as its pitch-class pk and can thus have
one of twelve possible values, corresponding to the pitch-
classes from C to B.

Let us suppose that there are N possible pieces of music
that the improvisation can be based on. The improvisation
process is described as a stochastic process X with a finite
number of states

(16)

where N is the number of pieces in the repertoire and Bi is
the number of beats in the chorus of piece i. In Equation 16,
state xij represents the hypothesis that the musician is impro-
vising on piece i, and is currently at beat j. Each state xij is
associated with a state probability p(xij). The tones played by
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of the beat induction algorithm.
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the improviser are regarded as observations of the process X,
and the state probabilities are estimated based on the pitch-
classes pk of these tones.

Initially, all the state probabilities have equal values. 
That is,

(17)

During the course of the improvisation, the state probabil-
ities are changed by two processes. First, the systems under-
goes a state transition whenever the phase of the beat tracker,
f(t), crosses an integer value. This is equivalent to saying that
the improvisation moves from one beat to the next. At those
instances, the state probabilities associated with each piece
are rotated cyclically:

(18)

Here [f(t)] denotes the integer part of f(t). Second, the state
probabilities are changed whenever a tone is played. This
probability update is based on the pitch class of the tone, and
applies Bayes’ theorem (see, e.g., Gamerman, 1997). Bayes’
theorem states that the posterior probability of state x, given
observation y, is proportional to the prior probability of state
x multiplied by the conditional probability of y given x:

(19)

Bayes’ theorem can be applied to obtain a recursive update
rule for the state probabilities (see, e.g., White 1988):

(20)

where {p}k denotes the set of the pitch-classes of the first k
tones of the improvisation. This rule thus states that the esti-
mated probability of state xij after tone k has been played is
proportional to the probability of state xij prior the presenta-
tion of tone k multiplied by the conditional probability of
pitch class pk given state xij.

At any given instant t, the state estimate x̃(t) is taken 
to be the state with the highest probability (posterior mode
estimate)

(21)

To apply Equation 20, the conditional probability distribu-
tions p(pk|xij) have to be obtained. In other words, for each
beat i in each piece j, the probability of playing each pitch-
class has to be determined. One way of doing that would be
to analyze a number of improvisations on each of the pieces,
and use the statistical distributions of pitch-classes at each
beat to determine the conditional probability distributions.
This method may be somewhat tedious, especially if the
number of pieces in the repertoire is large. Another, more
straightforward method is to use the harmonic structure to
determine the conditional probabilities. For instance, the
pitch-classes that constitute the underlying chord may be
assigned a higher probability than the other pitch-classes.

˜ arg maxx t p x
x

ij
ij

( ) = ( )

p x p x p xij k k ij ij kp p p{ }( ) µ ( ) { }( )-1 ,

p x y p y x p x( ) µ ( ) ( ).
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i

N

0 1
0

1

( )( ) =
=

-
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The experiments carried out with this algorithm show that
this simple method of constructing the conditional probabil-
ities already yields a relatively high recognition speed and
accuracy. This is demonstrated in Figure 5, which displays
how the state probabilities evolve in time while the system
is listening to an improvisation on the F major blues struc-
ture. In this particular case, the conditional probabilities were
constructed so that the probability of playing any of the pitch
classes of the chord (including the ninth) was set to be twice
the probability of playing any of the other pitch classes. For
example, the conditional probabilities for the state corre-
sponding to the first beat of the chorus (F7 chord) were 2/17
for pitch classes C, Eb, F, G, and A, and 1/17 for the other
pitch classes. Subfigure 5a displays the notation of the first
chorus of the improvisation used as input, while subfigures
5b–d display snapshots of the evolution of the state proba-
bilities for each of the 48 states, corresponding to the 48
beats of the blues structure. These snapshots were taken after
four, eight, and twelve measures of improvisation. In each of
these subfigures, the correct location is displayed as a black
bar. As can be seen, the first four measures do not provide
sufficiently information to deduce the correct location (Fig.
5b). After eight measures (Fig. 5c), the algorithm is still
uncertain as to whether the improviser is currently at the
beginning of the ninth measure (beat 33) or at the beginning
of the twelfth measure (beat 45). After a full chorus of is
played (Fig. 5d), however, the algorithm has found the correct
location with great certainty.

The performance of the algorithm has not yet been thor-
oughly evaluated. Experiments show, however, that it can
correctly identify the piece and the location typically after
8–16 measures of improvisation, depending on the degree of
complexity of the music. Obviously the recognition speed
and accuracy of the algorithm depends on the values of the
conditional probabilities. It is evident that the simple method
of mapping the harmonic structure to the conditional proba-
bilities used in the previous example may not lead to optimal
performance. A more efficient mapping would possibly need
to take into account the local harmonic context, that is, the
preceding and subsequent chords. This would enable a more
accurate approximation of the conditional probabilities that
would take into account the anticipation and delay of tones
with respect to the harmonic structure, which are commonly
used as embellishing devices in improvisations (see, e.g.,
Ligon, 1996). Determining the optimal form of conditional
probabilities will be a topic of future research.

It must be noted that the update rule of Equation 20
assumes that the process X be Markovian. This means that,
for each state, the probability distribution of the pitch-classes
is assumed to depend on that particular state only. It is clear
that this does not hold true for a real improvisation process:
the probability of playing a given pitch at a given state obvi-
ously depends also on the previously played pitches through
numerous melodic and technical constraints. Therefore, the
Markovian assumption is to be considered as merely a crude
approximation of the actual improvisation process. The
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benefit obtained by making this assumption is a computa-
tionally efficient recognition algorithm that allows for real-
time implementation.

Intelligent Jazz Accompanist

The Intelligent Jazz Accompanist (IJA) is a working real-
time system for the recognition of jazz improvisations. It is
based on the algorithms for beat tracking, beat induction, and
harmonic analysis that has been described in the previous
sections. Operating in a MIDI environment, the IJA listens

to an improvisation played by a human performer and rec-
ognizes the piece on which the improvisation is played as
well as the current location in the chorus. Then it joins in
with a synthesized rhythm section playing the accompani-
ment of the piece at the tempo of the performer.

A schematic overview of the IJA is presented in Figure 6.
The input consists of improvisations performed on a MIDI
instrument. In the first stage, the basic rhythmic structure of
the input is analyzed. This includes inferring and subsequent
tracking of the beat. The output of the beat tracker at any
instant is the number of beats and fractions thereof elapsed
since the beginning of the performance. In this stage the

0
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1 5 9 13 17 21 25 29 33 37 41 45
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0.06

1 5 9 13 17 21 25 29 33 37 41 45
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Fig. 5. An example of the evolution of state probabilities when listening to an improvisation on the F major blues chord progression. a) the
notation of the improvisation used as input; state probabilities after b) four, c) eight, and d) twelve measures of improvisation. In subfigures
b–d, the bars display the probabilities of the states corresponding to the 48 beats of the blues structure. The correct location is displayed as
a black bar.
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system thus maps absolute time, expressed in seconds, to rel-
ative time, expressed in numbers of beats. This information
together with the pitch information of the MIDI input are
used as input to the harmonic analysis algorithm described
above to recognize the underlying harmonic progression of
the improvisation. When the system finds that, according to
posterior mode estimate of Equation (21), the performer is
at the beginning of the chorus, it starts playing the corre-
sponding MIDI file in synchrony with the performer.

The current implementation of the IJA is written in C++
and runs on Macintosh. It utilizes some of the basic MIDI
interface routines of the MidiShare operating system.2

Observations and future work

Experiments carried out with the IJA show that it performs
well, provided that the input it receives is sufficiently simple.
With excessively complex input, both the rhythmic parsing
unit and the harmonic analysis unit can fail. For instance, if
the performance begins with a rhythmically complex section,
the beat induction algorithm may fail to find the correct 
beat. Furthermore, if the improvisation contains abundant
syncopation, the beat-tracker can sometimes go astray and
lose the beat totally. Finally, if the improvisation does not
outline the chord changes to a sufficient degree, the harmonic
analysis algorithm may not recognize the piece and location
correctly.

The way in which the beat induction algorithm responds
to any particular input depends on the values of its system
parameters, such as the functions f(◊), g(◊), and w(◊) of equa-
tion (15) as well as the adaptation strengths of equations (8)

improvisation

rhythmic analysis
adaptive oscillators

resonance

harmonic analysis
recursive Bayesian

classifierpiece(n)piece(n-1)piece(n-2)
piece9piece8piece7

piece6piece5piece4
piece3piece2piece1

repertoire

onset times pitch classes

phase

MIDI data

conditional

probabilities

piece(n)piece(n-1)piece(n-2)
piece9piece8piece7

piece6piece5piece4
piece3piece2piece1

MIDI files piece, location

accompaniment

MIDI data

Fig. 6. A schematic overview of the Intelligent Jazz Accompanist.

2 Sound examples of the IJA can be found on the WWW at the URL
http://www.jyu.fi/~ptoiviai/ija/ija.html.



10 Petri Toiviainen

and (11). Currently, the values of these parameters have been
set using data obtained from other studies, musical intuition,
and trial and error, and comparing the output of the model
with music-theoretical analyses and subjective views. The
goal of the future research is to optimize the parameters of
the beat induction model by fitting its output with psycho-
logical data using standard optimization algorithms.

The beat induction algorithm used in the IJA does not take
into account the hierarchical structure of meter. In other
words, it ignores that we perceive metrical music as an alter-
nation of strong and weak beats. Rather, it considers all beats
as perceptually equally important. This fact has both techni-
cal and cognitive consequences. First, it leads to a computa-
tionally ineffective algorithm. Second, it leads to a model
whose cognitive relevance leaves much to be desired. One
aim of future work is to develop an algorithm that would infer
the metric hierarchy of a musical performance. This would
probably require that also second-order pitch information,
that is, pitch transitions, were taken into account. An algo-
rithm that could infer the metric hierarchy would be compu-
tationally less intensive, since the number of possible states
per piece would be reduced. Furthermore, such an algorithm
would probably be more relevant from a cognitive point of
view.

The recognition accuracy of the harmonic analysis algo-
rithm appears to depend on the style of improvisation it
listens to. With monophonic improvisations, the performer
has to outline the harmonic structure carefully in order to be
sure that the system makes the right guess. The algorithm
seems to perform better with polyphonic input. It is proba-
bly so because polyphonic input contains more clues con-
cerning the underlying harmonic structure. Further factors
affecting the recognition accuracy of the algorithm are the
size of the repertoire and the way in which the tone profiles
have been constructed. The larger the repertoire, the more
prone the algorithm is to make mistakes. Until now, the IJA
has been tested with profile libraries consisting of not more
than 10 pieces. One aim of future work is to explore how
large a profile library can be used. As stated earlier, there are
a number of choices for constructing the tone profiles. In
addition to utilizing a mapping from the chord structure 
to the conditional probabilities, one can, for instance, play
either monophonic or polyphonic improvisations on the har-
monic structure of the piece, analyze the pitch distributions
at each beat of the chorus, and use the (normalized) distrib-
ution as conditional probabilities. A further possibility is to
represent the pieces as artificially constructed psychoa-
coustics-based chord templates such as those presented by
Parncutt (1988). Future work will focus on finding the
optimal form of representing the pieces, that is, the form that
would yield the best recognition accuracy over a set of impro-
visations played by different musicians.

Currently, the performance analysis algorithm employs 
an absolute representation of pitch. As a consequence of this,
it recognizes a piece only if it is played in the correct key. 
A goal of future work is to create a transposition invariant

representation, which would make it possible recognizing 
the piece and location irrespective of which key it is played
in. This would possibly involve the use of a key-finding 
algorithm.

Conclusion

In this paper, I have discussed the question of understanding
tonal improvisations with a computer. Although in this case
we cannot rely on any exact a priori information about the
musical performance, there are certain statistical regularities
that can be utilized in the recognition process.

It appears that the Bayesian reasoning method described
above, used in connection with a beat tracker, works fairly
accurately with improvisations that are regular enough both
on the rhythmic and melodic level. It is possible, however,
that including higher-level musical features in the analysis
would enhance the recognition accuracy. These features
could include, for instance, the use of melodic motives and
phrases. Further research is needed to explore these
processes and their interactions.
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